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Preface 
 

This book contains the papers presented at the Seventeenth CVC Workshop on Computer Vision 

Trends and Challenges (CVCR&D'2022). This edition, the workshop was held in a hybrid format 

on July 22rd, 2022.  

 

CVC workshops provide an extraordinary opportunity for young researchers and project engineers 

to share new ideas and knowledge about their work in progress, and also, to discuss challenges 

and future perspectives. In addition, the workshop is a welcome event for those who have recently 

joined the Institute. 

 

The CVCR&D program is organized in a single-track single-day workshop. It comprises several 

sessions dedicated to specific topics. For each session, a doctor working on the topic introduces 

his/her general research lines. PhD students expose their specific research. Due to virtual format 

incompatibility, this year’s poster submission is taking place as a short 5-minute video, where 

creativity is encouraged. Session topics cover the current research lines and development projects 

of CVC: document analysis, implicit neural representation, continual learning, domain adaptation, 

autonomous driving, generative model, transfer learning, super-resolution, semantic segmentation, 

efficient networks, multimedia edition, food & activity recognition and so on. We want to thank 

all paper authors and Program Committee members. Their contribution shows that CVC has a 

dynamic, active, and promising scientific community. 

 

We hope you all enjoy this seventeenth workshop and we are looking forward to meeting you next 

year at the eighteenth CVCR&D. 
 

 
 
 

Bellaterra, July 2022 

 

Fei Yang & Kai wang 

Workshop General Chairs 
 

 



Structural Analysis and Representation Learning for Document
Understanding

Sanket Biswas
Advisor: Josep Lladós

Computer Vision Center & Universitat Autònoma de Barcelona
E-mail: sbiswas@cvc.uab.es

Keywords: Document Layout Analysis, Syn-
thetic Document Generation, Document Understand-
ing

1 Summary of Previous and Cur-
rent Work

The understanding of complex document layouts
is an important step towards the goal of informa-
tion extraction. Business intelligence processes of-
ten require the extraction of useful information from
document contents at a large scale, for subsequent
decision-making actions. Consequently, there is a
need for annotated data to supervise the learning
tasks. Having big amounts of data is not always pos-
sible in real scenarios. In addition to the manual ef-
fort to annotate layout components, such types of im-
ages have privacy restrictions (personal data, corpo-
rate information) which prevent companies and or-
ganizations to disclose it. Data augmentation strate-
gies provide a good solution. Among the different
strategies for augmenting data, synthetic generation
of realistic document images is one of the solutions.
Another strategy would be to generate plausible doc-
ument layouts which can define the structural infor-
mation of a whole page. Another solution would be
to learn some robust representation of a document
image without using any manually labeled data but
relying your model to learn some degradations in a
self-supervised setting.

Until now, the PhD thesis has been driven to-
wards progress in both the research domains of doc-
ument object detection and synthetic document gen-
eration. In the first domain, we have focused on
the idea of instance-level segmentation of complex
document layouts inspired by original Mask-RCNN
model. Having defined both detection and segmenta-
tion modules for document object detection, the pro-

posed approach in our previous work [2] analyzes the
problem of segmenting overlapping layout objects,
specially in documents having a hierarchical content
structure. To further explore more in this direction,
we have designed an end-to-end instance segmen-
tation paradigm in our new work [4] using a new
contextual reasoning architecture inspired by trans-
former models to tackle the problem. Moreover, we
have identified the limitation of the current document
layout segmentation models and how we can resolve
them. In this regard, the direction of generating syn-
thetic data for training document interpretation sys-
tems has been studied with the very first formula-
tion of layout-guided document image synthesis task
proposed in our DocSynth work [1]. DocSynth is
primarily a GAN-based generative framework which
can synthesize multiple realistic document images,
guided by a spatial layout(bounding boxes with ob-
ject categories) given as a reference by the user. This
layout-guided document image synthesis has also
been defined as a novel task in our work [1] as il-
lustrated in Figure 1. In this direction, a graph-based
generative approach [3] using graph neural networks
has been also studied towards learning and genera-
tion of complex structured layouts using administra-
tive invoice documents as a case study. Also, we have
explored some representation learning strategies for
understanding document images without any usage
of manually annotated data. Vision transformers has
been identified as an important addition to our previ-
ously studied architectural pipelines with CNNs [2].
In this regard, a recent study was conducted on using
vision transformers [5] to learn some document rep-
resentations during pre-training for the well-studied
problem of Document Image Enhancement. Follow-
ing this work, another representation learning strat-
egy [6] was investigated in a self-supervised setting
(using only unlabeled data during pre-training) to
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solve multiple tasks in document understanding, text
recognition and document image enhancement.

Figure 1: Layout-Guided Document Image Syn-
thesis [1]: Given an input document layout with ob-
ject bounding boxes and categories, DocSynth sam-
ples the semantic and spatial attributes of every lay-
out object from a normal distribution to generate re-
alistic images.

2 Future Work and Challenges

Our proposed end-to-end contextual instance seg-
mentation model [4] inspired by transformer mod-
els was one of the highlights of our thesis for this
year. The study of more architectures based on
instance-level layout segmentation from the perspec-
tive of NLP-based transformer models is still under
progress. Also, there is great scope for improving
this prototype using domain adaptation and continual
learning strategies since documents from the diverse
domains may vary significantly in layout, language,
and genre.

The DocSynth [1] model for layout-guided docu-
ment image synthesis also opened a new direction in
the field of synthetic document generation, that can
prove to be highly beneficial for augmenting training
data to improve document interpretation systems. A
self-supervised learning paradigm [6] has also been
studied in this context to solve multiple downstream
tasks in document understanding, like text recogntion
and document image enhancement. One of the next
objectives in our thesis would be to incorporate more
awareness to the content and template to this process
and combine all the modalities (visual, textual and
layout) for learning more robust representations dur-
ing document pre-training. The graph representation
learning principle adapted for generation of synthetic
layouts for semi-structured documents also remains
an area to be focused in future.

Publications

[1] Biswas, S., Riba, P., Lladós, J., and Pal, U.
(2021, September). Docsynth: a layout guided
approach for controllable document image syn-
thesis. In International Conference on Document
Analysis and Recognition (pp. 555-568).

[2] Biswas, S., Riba, P., Lladós, J., and Pal,
U. (2021). Beyond document object detec-
tion: instance-level segmentation of complex
layouts.In International Journal on Document
Analysis and Recognition (IJDAR), 24(3), 269-
281.

[3] Biswas, S., Riba, P., Lladós, J., and Pal, U.
(2021, September). Graph-Based Deep Gener-
ative Modelling for Document Layout Genera-
tion. In International Conference on Document
Analysis and Recognition (pp. 525-537).

[4] Biswas, S., Banerjee, A., Lladós, J., and Pal,
U. (2022). DocSegTr: An Instance-Level End-
to-End Document Image Segmentation Trans-
former. arXiv preprint arXiv:2201.11438.
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(2022). Docentr: An end-to-end document im-
age enhancement transformer. In International
Conference on Pattern Recognition 2022.
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F., Fornés, A., Kessentini, Y., Lladós, J., Gomez,
L. and Karatzas, D. (2022). Text-DIAE: Degra-
dation Invariant Autoencoders for Text Recogni-
tion and Document Enhancement. arXiv preprint
arXiv:2203.04814.

Sanket Biswas received his
M.Sc. degree in Computer Vision in 2020 from the
UAB and is currently a doctoral candidate in the
CVC and Computer Science Department at the UAB.
His research interests are in the areas of structural
document analysis and geometric deep learning. He
is currently working on self-supervised representa-
tion learning, joint multimodal learning on vision and
text, and synthetic data generation for document un-
derstanding.
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Sergi Garcia Bordils
Advisor: Dimosthenis Karatzas, Marçal Rusiñol

Computer Vision Center & AllRead MLT
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text spotting

1 Text Detection and Recognition in
Images and Videos

My work has been mostly centered around text detec-
tion, recognition and tracking in images and videos
(commonly referred to as optical character recogni-
tion or OCR). This has been motivated by the ne-
cessity of developing models that are capable of ef-
fectively reading text, with specific attention to in-
dustrial applications. This area of research has re-
ceived wide attention in the last few years, where
deep learning models have achieved great success.
However, translating this success to real-life systems
that are capable of consistently reading text is not
straightforward. One of the observed problems of
modern OCR systems is the reliance of models on
language priors [2]. The performance of such sys-
tems on out of vocabulary text (text that the model
has never seen) usually drops as a consequence of
this. This is specially a problem in industrial appli-
cations, where the text of interest is almost always
completely out of vocabulary, and often includes ran-
dom strings of numbers and letters (such as license
plates, container codes, serial numbers, etc.). When
OCR systems have to be used under these conditions
they are often fine-tuned for each specific applica-
tion, which requires expensive annotations.

1.1 One-Stage Text Detection and Recogni-
tion

This reliance on vocabulary was observed in my own
scene text detection and recognition model. In this
work I developed an end-to-end, one-stage network
for text detection and recognition. This model per-
forms detection and recognition in parallel, which

Figure 1: A detailed overview of the proposed archi-
tecture. The network is composed by a convolutional
backbone shared by the detection and recognition
branches. The CenterNet-based detection branch
predicts either horizontal bounding boxes or cen-
tral keypoints. The transformer-based recognition
branch encodes a latent representation of each word
in a grid. A separate recognition head generates a
dense word prediction map.

allows the recognition branch of the network to re-
cover from possible detection failures (for example,
if the proposed bounding box around the word leaves
a character outside). The network is composed by
a convolutional backbone followed by two branches,
the recognition and the detection branch. The detec-
tion branch is based on the CenterNet object detector
[3], while the recognition branch uses a transformer
encoder [1] to encode a latent representation of each
word in a grid. The text detection branch can learn
to predict either horizontal bounding boxes or central
keypoints (which can reduce the cost of annotation).

However, this latent encoding of each word in
the grid is creating a bottleneck on the recognition
branch. This bottleneck might be harming the recog-
nition of words that are out of vocabulary, as can
bee seen in figure 2. While common words can
be recognized successfully (such as ”MARKET” or
”FACES”), out of vocabulary text, such as the license
plate in the right, present a harder challenge to the
network.
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Figure 2: While the model is successful reading
words commonly found in our vocabulary (leftmost
image), reading out of vocabulary text (right image
and bottom of the center image) presents more trou-
bles for the network.

1.2 Out of Vocabulary Challenge

To further explore the impact of vocabulary reliance
of OCR systems I am collaborating on the organi-
zation of the Out of Vocabulary Scene Text Under-
standing challenge 1, a challenge where the partic-
ipants have to evaluate their OCR systems on out
of vocabulary text. The challenge is formed by two
tasks, the End-To-End Text Recognition task and the
Cropped Word Recognition task. In the End-To-End
Text Recognition task the models have to success-
fully detect and recognize text in a natural image
(which can include in and out of vocabulary text).
In the Cropped Word Recognition tasks participants
evaluate their model on cropped words.

2 Future Work and Challenges

Under ideal conditions, an OCR system should be
performing well both in and out of vocabulary text.
The objective therefore is explore new approaches
towards OCR systems that bridge the high perfor-
mance of models found in the literature with the re-
quirements of the industry. These necessities often
include reading text that follows regular expressions,
but that are not commonly found on public datasets
(for example, a Spanish license plate composed by
four numbers followed by three letters, but is not
likely found on any public dataset).

Following this idea, the next step is to develop a
recognition network (where the input is a cropped
word) that can use this expression as a ”hint” to
improve the recognition on unseen vocabulary (see
figure 3). This expression will be given as a se-
ries of tokens, where each one represents a different

1https://rrc.cvc.uab.es/?ch=19

Figure 3: During inference, the model will see the
regular expression of the text in the input crop. The
idea is to provide extra information to the network
to better deal with unseen expressions. In the figure,
the regular expression is given as a series of tokens,
where each one of the tokens represents a different
symbol (in this case, three letters, four numbers and
two letters).

type of character. During training, the network will
use generic data coming from public text recognition
datasets. The expression of each one of the words
will also be given to the network. During inference,
we will feed the network with the crop and the ex-
pression of the text. This strategy obviously requires
to know the expression of the input text beforehand.

Publications

[1] Sergi Garcia-Bordils, George Tom, Sangeeth
Reddy, Minesh Mathew, Marçal Rusiñol, C.V.
Jawahar, Dimosthenis Karatzas, Read while you
drive - multilingual text tracking on the road. In
Document Analysis Systems, 2022.

[2] Sergi Garcia-Bordils, Dimosthenis Karatzas,
Marçal Rusiñol, Text as Points: A Single-Stage
Pipeline for Text Detection and Recognition.
Submitted to ECCV, 2022.
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his B.S. degree in Computer Engineering from the
Autonomous University of Barcelona, Spain, in
2013. He received his M.S. in Computer Vision in
2019 and is currently a research in the Computer Vi-
sion Center. His research interests are in the areas of
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1 Summary of Previous and Cur-
rent Work

I’ve been working actively on exploring the role of
recognized text in an image on Visual Question An-
swering task. During the first year we proposed a
new task and dataset named Scene-Text Visual Ques-
tion Answering (ST-VQA) which consisted on VQA
on natural scenes where methods were required to
read in order to answer the posed questions. Along
with this task we proposed a new metric named Aver-
age Normalized Levenshtein Similarity (ANLS) that
in contrast to accuracy, which was the standard met-
ric in generic visual question answering tasks, was
able to smoothly capture OCR recognition errors as
well as assess the methods’ reasoning capabilities.
We also proposed some baselines based on existing
VQA methods by concatenating the text features to
the image features. The work was published in [6]
and a competition report celebrated on this task and
dataset was also published in [7].

Following the idea to open new research lines
on Visual Question Answering that requires meth-
ods to read, and given the fact that the Research
field on Document Analysis and Recognition Re-
search (DAR) current tasks were designed blind to
the end-purpose the extracted information will be
used for. We decided to propose a new series of
challenges with their corresponding datasets on doc-
uments named DocVQA, which included two differ-
ent tasks and datasets. The first one, Single Docu-
ment VQA followed a similar setup than ST-VQA
with the only difference that the images were doc-
uments instead of natural scenes. These document
images contained complex layout elements includ-
ing tables, figures and forms. We also set the ANLS
as the scoring metric for this task, and we accom-

panied the work with two baselines. The first one
was based on the scene-text method M4C and the
other from the Natural Language Processing (NLP)
research line, the extractive BERT QA method.

The second task and dataset proposed in the scope
of the DocVQA series was the Document Collec-
tion VQA (DocCVQA). In this case, the questions
were posed over a whole collection of 14K docu-
ments and the methods were required not only to
provide the correct answer to the given question, but
also the IDs of the documents that contained the in-
formation necessary to answer such question. Thus,
this task could be perceived as a retrieval-answering
task given that the answers are usually a set of items
sourced from different documents. The documents in
this task were the US Candidate Registration forms,
sourced from the Open Data portal of the Public Dis-
closure Commission (PDC). To evaluate the meth-
ods, we set the Mean Average Precision (MAP) to
assess the retrieval of the positive evidences of the
methods, and we defined a new metric based on the
ANLS adapted to be used on a set of answers for
which the order is not relevant. We named this adap-
tation as Average Normalized Levenshtein Similarity
for Lists (ANLSL). We also proposed two baselines
in this task. Both methods work in two stages, first
they rank the document according to a confidence
that indicates whether the document is relevant to an-
swer the question and then, extract the answer from
the documents marked as relevant. The first baseline
is based on simple and generic existing methods, first
it ranks the documents by performing text spotting
of the words in the question over the documents in
the collection and then, the answer is extracted from
the top ranked documents through the extractive QA
BERT method. The second baseline exploits the fact
that all images in this task shares the same template.
So it makes use of the Amazon Textract commercial
OCR that is capable to extract key-value pair rela-
tions which are afterwards dumped into a database-
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like data structure. Then, the questions are parsed
into structured query language to retrieve the rele-
vant documents as well as the answer. Noticce that
this is an ad-hoc method which can’t generalize to
other datasets but showcases the performance of this
kind of commercial solutions on this task. This work
is already accepted and will be presented in the IC-
DAR 2021 conference [3]. In addition, a short report
of the DocVQA Challenge series was published in
[4].

On the other hand, after noticing the good perfor-
mance on the Single Document VQA task of NLP
methods that ignored visual features, we decided to
extend the DocVQA series of challenges with a new
task and dataset where visual features are much more
relevant. The new task InfographicsVQA is set up
similar to the Single Document VQA but where the
questions are posed over Infographic images instead
of business documents. As an evaluation metric, we
use the ANLS and also propose two baselines. The
first one is the same as in the Single Document VQA
which is based on the method M4C. The second
baseline is based on LayoutLM, an extension of
BERT that takes into account layout information.
The work is currently under review, but can be found
in [1].

2 Future Work and Challenges

After the baselines proposed on DocCVQA, we are
working on a method that is capable to answer the
posed question and provide the evidence at the same
time. To do this, first we need to increase the num-
ber of questions and answers, which we are currently
doing in a template-based from the original annota-
tions. Then, we will increase the dataset complexity
by including more varied and complex documents.

On the other hand, we are exploring a way to per-
form a Multilingual Visual Question Answering on
Documents, which we will try to use aligned lan-
guage embeddings to make the methods easier to
learn the cross-language reasoning.

Publications
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Rubèn Pérez Tito: I am a PhD
student that joined the Computer Vision community
in 2018. I started working on retrieval systems re-
lated to text for both natural scenes and handwrit-
ten images. Recently I have focused on Vision and
Language systems, more specifically exploring the
role of recognized text in the image on Visual Ques-
tion Answering task, both for documents and natural
scenes.
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1 Summary of Previous and Cur-
rent Work

In previous work [1], we focused on solving the de-
generation problem of reconstruction coming from
the capacity decreasing of the DeepSDF model,
which represents the zero-level surface of the 3D
shape by regressing its SDF with a neural network
and a latent code. We proposed to learn a set of local
SDFs instead of a single one to represent the whole
shape.

As shown in Fig 1 (a), we added an extra graph
neural network to trans one global latent code to a
set of local latent codes. And these local latent codes
combined with a parameters-shared decoder are used
to approximate the SDF in local regions, as shown
in Fig 1 (b) . Furthermore, we introduced a new
geometric loss to facilitate these local latent codes
to learn from each other to make learning more ef-
ficient. In summary, our architecture is based on
graph processing and neural implicit representation,
our experiments on 3D shape reconstruction demon-
strate that our method could keep more details with
a significantly smaller size of training parameters
and outperforms the original DeepSDF method un-
der most important quantitative metrics. More details
are in [1].

Our recent research is about learning a continu-
ous representation for discrete digital elevation maps
(DEMs). As one of the most important digital repre-
sentations of terrain, DEMs are used to record spatial
elevation information in a regular raster formulation.
However, related applications, e.g. terrain analysis
using such 2D arrays, are limited by the sample in-
terval corresponding to the resolution of the DEMs,

��� �����	
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��� �����������	��������� ��� ������ � �������	
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Figure 1: (a) Graph neural network processing to
trans a global latent codes into a set of local latent
codes; (b) Get local regions based on mesh vertices
of the 3D shape.

which is a trade-off for representing the ground-truth
continuous scene.
Learn continuous representation of DEMs

For breaking the barrier of the discrete represen-
tation, we propose a formulation for representing the
elevation information of terrain in a continuous field.
Specifically, it is a mapping function to map 2D coor-
dinations to interest signals like its related elevation
value. Using such a mapping function for represen-
tations is no longer limited by the spatial resolution
since we could query the elevation value in an arbi-
trary position, as shown in Fig 2 (a). We name this
kind of continuous DEM objects as cDEMs.

Another possible method for representing cDEMs
is using the SDF to extract zero-level surfaces, which
means the outputs of SDF at real elevation value is
zero. However, getting distance from a point to the
closest surface in DEMs is not easy compared to in
3D shape representation case, since there is no sur-
face in raw DEM data to calculate this distance. Thus
we propose to use the point-to-point distance rather
than the point-to-surface distance. Each query eleva-
tion value combined with its 2D grid coordinates can
be viewed as a spatial point in 3D space, as shown
in Fig 2 (b). And the query points that include the
ground-truth elevation also could be viewed as knots
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in a spline function, to restrict the SDF model for
representing cDEMs.

In practice, we use neural networks to approxi-
mate these two kinds of functions, and name MF-
model to the one that uses the mapping function,
name SDF-model to another one.

Figure 2: (a) Learn a mapping function to predict ele-
vation value directly from the given 2D coordinates;
(b) Learn a signed distance function to extract the
zero-level surface.

Feature conditioned neural implicit model
After having the above neural representation mod-

els, we wish to adapt them to specific DEM in-
stances. Since the parameters of neural networks are
shared across different instances, a natural way is to
condition predictions of the network on a set of la-
tent codes that encode the properties of the target.
Assume we have a coordinate-based feature map, for
any query position we get its latent code by interpo-
lating the features in that map according to the co-
ordinate. Then we concatenate the latent code with
the query coordinate and pass them to the neural net-
work. We show an example with a 2D feature map in
Fig 3.

Figure 3: Feature-conditioned neural implicit model.

2 Future Work and Challenges

My main research is focused on 3D shape reconstruc-
tion and the neural implicit representation method.
Inspired by the advances in the recently neural field
in computer vision, we propose to apply this power-
ful method to terrain data representation. However,
whether these methods are suitable for terrain data is
uncertain, considering that terrain data present much
more complex properties (e.g. peak, saddle, and val-
ley) than nature images.

Based on our experiments currently, we must
overcome three main challenges at least: (1) Since
the range of elevation value in terrain data, the nor-
malization method used in image domain will com-
press details of the terrain shape dramatically. (2) It
would make neural networks hard to deal with. The
resolution of terrain data represented as in DEM has
an unknown influence on neural implicit models. (3)
Using SDF-model and MF-model simultaneously is
not easy, we are still finding a way to apply it to
super-resolution tasks of DEM data.

Publications

[1] Yao, Shun, Fei Yang, Yongmei Cheng, and
Mikhail G. Mozerov, ”3d shapes local geometry
codes learning with sdf”. In ICCV Workshop, pp.
2110-2117, 2021.
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1 Summary of Previous Work

In the first two years of my Ph.D, I worked on the
specific topic of class-incremental learning, in which
the continual learner does not know which task it has
to solve at evaluation time. On this topic, I payed
specific attention to the building of cross-task fea-
tures and it’s contribution to the final performance.
The goal was to discover the impact of learning such
features, comparing it to the impact of other factors
of performance loss (forgetting, lack of backward
transfer). We also proposed a new measure of for-
getting that we thought fits more appropriately the
nature of the class-incremental setting. We summa-
rized this work in a workshop publication [1].

This past year, I explored more original alterna-
tives to tackle continual learning, among which, the
learning of compositional structures and meta learn-
ing. I discovered that while these solutions might
seem promising at first for a use in continual learn-
ing, there is still a lot of work remaining in this field
so that the methods are robust enough to be applied
in such a setting. I later focused on general prob-
lems that are related to continual learning but usually
not treated as a part of this field. Among these, the
learning from pretrained networks that, in some con-
ditions, proves to lead to sub-optimal solutions.

2 Future Work and Challenges

My current area of research is the one of continual
evaluation. The problem of continual evaluation is
concerned about the performance of the continual
learning agent at any time during training, and not
only at task shifts as it is usually done. The com-
munity has recently pointed out that neural networks
sometimes undergo a drastic drop in performance on

previous tasks at the beginning of learning a new
task, as depicted in 1.

Figure 1: Average accuracy on samples from Task 0
of the CIFAR 10 (5 splits) benchmark. When new
classes appear, the model suffers an important drop
in performance. When just using replay (orange), the
worst case accuracy sometimes goes to dramatic val-
ues. When using a moving average of the models
(blue), the worst case accuracy is much better.

Publications

[1] Albin Soutif-Cormerais, Marc Masana, Joost
Van de Weijer, Bartlomiej Twardowski, On
the importance of cross-task features for class-
incremental learning In ICML Continual learn-
ing Workshop, 2021.
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1 Projected Functional Regulariza-
tion

Self-supervised learning (SSL) methods are are clos-
ing the gap with supervised approaches. However,
SSL is unable to acquire new knowledge incremen-
tally, in fact, SSL is mostly used only as a pre-
training phase over IID data. We proposed a new
continual learning (CL) method, called projected
functional regularization [1], to alleviate forgetting
during unsupervised representation learning without
the need for an external memory of samples from
previous tasks (exemplars). This technique is an ex-
tension of Learning without Forgetting (LwF) and
distillation in feature space. To improve the plas-
ticity of the method we introduced a temporal pro-
jection network(see Fig.1) that provides more free-
dom to learn features from the current task. We
performed experiments over benchmark datasets to
compare with other state-of-the-art methods and use
different scenarios to evaluate the functional projec-
tion role in the context of continual self-supervised
representation learning. We showed that the addi-
tional projection to past tasks results in better repre-
sentation learning during class incremental training
sessions. Without any adjustment, evaluation on a
truly class incremental scenario – with only a single
class per task, where many class incremental meth-
ods cannot be directly applied – our method still pre-
vents forgetting and is able to progressively learn
new features. Furthermore, we confirmed that our
method is generic and the results are not restricted
to a particular self-supervised learning approach. In
a variety of experimental settings the transferability
of the learned features to different downstream tasks
was maintained, confirming that the network is incre-

mentally learning more robust representations.

2 Planckian Jitter: countering the
color-crippling effects of color jit-
ter on self-supervised training

Current approaches to SSL learn a set of invariances
implicitly related to the applied data augmentations.
We focused on the currently de facto choice for color
augmentations. We argue that they seriously cripple
the color quality of learned representations and we
propose an alternative, physics-based color augmen-
tation.

Our augmentation, which we call Planckian Jit-
ter [6], applies physically realistic illuminant varia-
tion to images. We considered the illuminants de-
scribed by Planck’s Law for black-body radiation
and that are known to be similar to illuminants en-
countered in real-life. The aim of our color aug-
mentation is to allow the representation to contain
valuable information about the surface reflectance of
objects – a feature that is expected to be important
for a wide range of downstream tasks. Combining
such a representation with the already high-quality
shape representation learned with standard data aug-
mentation leads to a more complete visual descrip-
tor that describes both shape and color. Our exper-
iments showed that self-supervised representations
learned with Planckian Jitter are robust to illuminant
changes. In addition, depending on the importance
of color in the dataset, the proposed Planckian jitter
outperformed the default color jitter. Moreover, for
all evaluated datasets the combination of features of
our new data augmentation with standard color jitter
lead to significant performance gains of over 5% on
several downstream classification tasks.
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3 Future Work and Challenges

• Review,study and propose CL methods based
on the complementary learning systems (CLS)
paradigm: In CLS the memory consolidation
and retrieval are based in the computational
modelling of the mammalian hippocampus and
neocortex[3]. This approach have received new
contributions that reach the state-of-the-art on
rehearsal-free CL[4, 5]. I am planning to study
and try to design several multi-memory systems
for supervised and unsupervised CL.

• Review, study and propose CL methods using
memory-augmented neural networks (MANN):
MANN separate the computation from the
memory and have been even proposed as gen-
eral purpose computers[2]. Most of the MANN
approaches are designed for sequential prob-
lems and do not perform experiments in CL. I
will study and propose CL methods that use the
MANN approach for supervised and unsuper-
vised CL.
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Figure 1: Self-supervised continual learning with
Projected Functional Regularization. Instead of per-
forming feature distillation directly between the pre-
vious task backbone and the new one, we use a
learned temporal projection between the two feature
spaces.
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1 Summary of Previous and Cur-
rent Work

Modern deep learning models excel at close-set recog-
nition tasks across various computer vision applica-
tion areas. However, there are several inevitable ob-
stacles lying on the path to deploying those methods
to the challenging real world environments. For ex-
ample, there may be 1) some unseen categories in
practical scenarios, or 2) distributional shift between
training and testing data. The first problem is usu-
ally defined as open-set recognition (OSR) where
the model should be able to distinguish samples as
coming from unseen categories. The second problem
is mostly investigated in the domain generalization
(DG) and domain adaptation (DA) community. DG
aims to tackle the domain shift problem in the ab-
sence of target domains, while DA seeks to transfer
knowledge from labeled source domains to unlabeled
target domains with training on them with utilizing
both labeled source and unlabeled target data, there is
distribution/domain shift between source and target
domains. In recent years, several works introduce
open-set recognition into DG and DA, which are for-
malized as open domain generalization (ODG), open-
set domain adaptation (OSDA) and universal domain
adaptation (UNDA), respectively.

The various settings described above are summa-
rized in Tab. 1. Usually one method tailored for a
specific setting in Tab. 1 does not work well under
a different setting. Most existing works in Open-set
Recognition are computationally demanding, either
requiring the generation of unknown categories or
conducting additional learning. Additionally, those

Table 1: Related setting. Cs and Ct denote label set
of source and target domain (for evaluation), Ps and
Pt denote source and target distribution, transductive
means model can be trained on target date.

Task Cs = CtPs = PtTransductive
Open-set Recognition (OSR) 7 3 7

Domain Generalization (DG) 3 7 7

Open Domain Generalization (ODG) 7 7 7

Domain Adaptation (DA) 3 7 3

Universal Domain Adaptation (UNDA) 7 7 3

methods are likely to suffer from performance degra-
dation if test data are from different distributions. The
recent CrossMatch tackles Open Domain Generaliza-
tion problem when training on a single source domain.
It proposes to use multiple open class detectors which
are put on top of existing single domain generalization
methods, and it achieves good results at the expense of
introducing multiple open-set detectors and auxiliary
unknown sample generation. For Universal Domain
Adaptation, most works are based on an explicitly
designed unknown-sample rejection module, which
typically requires various hyper-parameters. More
importantly, those UNDA methods all require access
to source data during target adaptation, which is in-
feasible if having data privacy issues and deployed on
devices of low computation capacity.

In this paper we investigate how to detect open
classes efficiently even under the domain shift. Thus,
a question arises, how to build a model training from
only known categories aiming to learn to distinguish
samples of unknown categories? Since we have no
access to unknown class data, we can only use the
known class data to train this classifier. We hypothe-
size that the closest (most similar) class to any known
class is an unknown class. Given the open-endedness
of the unknown class this is a reasonable assumption.
This hypothesis allows us to train the classifier, en-
forcing the most probable class to be the ground truth
class, and the runner-up class to be the background
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Figure 1: (Left) Illustration of training One Ring model on source data with only known categories. (Right)
Toy Example. The decision boundaries and prediction regions (colorized randomly) after training on 3 known
classes with (3 + 1)-way classifier. Purple points are from unknown category.

class for all source data. As shown in Fig. 1, this is
achieved by introducing an extra category in the clas-
sifier which represents the unknown classes, during
training on samples of known categories (yielding a
(n + 1)-way classifier where n is the number of known
classes), the classifier is expected to output the largest
score for the ground truth class, and the second-largest
score for unknown class. This way, the model can
learn to reject samples of unknown categories by only
training with known classes. The resulting model
training on source data can be directly deployed to
open-set recognition and open-set single domain gen-
eralization, in other words, it can detect open class
efficiently whether there is domain shift or not. Fur-
thermore, our source model with strong capacity to
distinguish unknown categories can be easily adapted
to target domain without access to source data under
the challenging source-free universal domain adap-
tation setting, where both source and target domains
have their private classes. We propose to simply use a
weighted entropy minimization to achieve the adapta-
tion. Augmented with a close-set DA approach, our
source-free method surpasses current UNDA methods
by a significant margin.

2 Future Work and Challenges

Although the method works well on several differ-
ent tasks, in the real world application we may also
need to do novel category discovery, i.e., distinguish
which exactly unknown category the sample belongs
to. We formalized this new challenging as source-free
cross-domain novel category discovery, which will be
studied in the next stage.
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1 Summary of Previous and Cur-
rent Work

Semantic image segmentation is a central and chal-
lenging task in autonomous driving, as it involves
predicting a class label (e.g., road, sidewalk, pedes-
trian, vehicle, etc) per pixel in outdoor images.
Therefore, non surprisingly, the development of deep
models for semantic segmentation has received a
great deal of interest since deep learning is the core
for solving computer vision tasks

In my recent work, I did not aim at proposing a
new deep model architecture for on-board seman-
tic segmentation, but my focus was on the train-
ing process of semantic segmentation models. More
specifically, I explored the setting where such models
must perform in real-world images, while for train-
ing them we have access to automatically generated
synthetic images with semantic ground truth together
with unlabeled real-world images. Therefore, this
setting falls in the realm of unsupervised domain
adaptation (UDA) for semantic segmentation. I ad-
dressed UDA following a co-training pattern, which
is a type of semi-supervised learning approach. Es-
sentially, co-training consists in training two mod-
els in a collaborative manner when only few labeled
data are available but we can access to a relatively
large amount of unlabelled data. In practice, I de-
signed a self-training procedure which provides two
initial models. Then, I keep training these models in
a collaborative manner for obtaining the final model.
The overall process treats the deep models as black
boxes and drives their collaboration at the level of
pseudo-labeled target images, i.e., neither modifying

loss functions is required, nor explicit feature align-
ment. I tested my proposal on standard synthetic
and real-world datasets. The co-training showed im-
provements of 15-20 percentage points of mIoU over
baselines in the multi-source scenario establishing
new state-of-the-art results. Figure 1 shows a qual-
itative example of the improvements that brings the
co-training respect to the baseline.

Currently, I am working in two approaches that
can boost the performance of UDA methods and
close the gap with the real data. First approach
aims to improve the pseudolabel generation for self-
training and co-training methods. The actual thresh-
olding method can be improved an be more class spe-
cific or oblivious to the model that generates the pre-
diction. Hence, to address this improvement I am
working on a task specific network that detects which
part of the inferences are less trustworthy. Second
approach aims to improve the quality of the source
data, creating a new dataset more photorealsitic and
configurable, where I can obtain images with specific
scenarios on demand.

2 Future Work and Challenges

The advances in my current work in regard the pseu-
dolabeling and source data improvement will deter-
mine the next steps. These are two complex research
fronts with a huge experimental work and novelty
that will take several months to finish. Nevertheless,
after finish to research these two fronts I will explore
new ones like anomaly detection and out of distri-
bution tasks, related to autonomous driving. The
anomaly detection and out of distribution are of great
interest for our group due the necessity for an au-
tonomous vehicle to react to the unknown. Explore
solutions that are able to detect new objects not know
by the network are the next natural step after exploit
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Figure 1: Qualitative results on the validation set of Cityscapes, when relying on GTAV + Synscapes as source
data. The baseline model is trained using only these source data, the upper-bound model uses these source data
and all the labeled training data of Cityscapes. Self-training and co-training models rely on the source data and
the same training data from Cityscapes but without the labeling information.

2D object detection and semantic segmentation be-
cause is complementary.
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Jose Luis Gómez Zurita re-
ceived his B.S. degree in computer engineering and
M.S. degree in computer vision from Universitat
Autónoma de Barcelona in 2016 and 2017 respec-
tively. He is pursuing his Ph.D. in Computer Vision
Center, Universitat Autónoma de Barcelona. His re-
search fields are deep learning, autonomous driving
and domain adaptation.

2

16



Sequential Attention Learning in End-to-end Autonomous
Driving

Yi Xiao
Advisor: Antonio M. López
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1 Summary of Previous and Cur-
rent Work

Previously, we have confronted single- and multi-
modal perception data in the task of end-to-end driv-
ing by imitation learning. As multi-modality per-
ception data we have focused on RGB and depth,
since the are usually available in autonomous vehi-
cles through the presence of cameras and active sen-
sors such as LiDAR[1]. As end-to-end driving model
we have used branched conditional imitation learn-
ing (CIL)[2]. Relying on a well-established simu-
lation environment, CARLA, we have assessed the
driving performance of single-modal (RGB, depth)
CIL models, as well as multimodal CIL models ac-
cording to early, mid, and late fusion paradigms. In
all cases, the depth information available in CARLA
was post-processed to obtain a more realistic range
of distances and depth accuracy. This depth was
also used to train a depth estimation model [3] so
that the experiments have covered multimodality not
only based on a multisensory setting (RGB and ac-
tive depth) but also based on a single-sensor setting
(RGB and estimated depth). Overall, the experi-
ments clearly allow us to conclude that multimodal-
ity (RGBD) is indeed a beneficial approach for end-
to-end driving. This work has been accepted by the
journal, IEEE Transactions on Intelligent Transporta-
tion Systems.

Since we know that vision-based end-to-end driv-
ing models enable autonomous navigation in the
presence of dynamic objects, even though these mod-
els do not learn explicitly defined visual tasks such
as object detection and semantic segmentation, etc.
However, the difficulty of understanding and inter-

preting the relationship between image content and
inferred actions for driving makes such techniques
less desirable. In contrast, modular pipelines can fa-
vor interpretability when they rely on components
trained to perform explicit visual sub-tasks [4]. How-
ever, learning these visual models heavily relies on
costly human-based image annotations, which is not
the case for end-to-end driving models. Thus, we aim
at leveraging the best of these modular and end-to-
end driving paradigms. In particular, we show how
encoders trained from observations of expert driver
actions can serve as powerful pre-trained representa-
tions that are capable of learning more interpretable
driving models from a relatively small number of
annotated images. We have shown that representa-
tions learned by using action-based methods (Behav-
ior Cloning or Inverse model) are promising as pre-
trained representations for autonomous driving con-
trollers based on affordances. Moreover, we have
found that most of the benefit comes when the driv-
ing experiences (actions) are captured from proper
driving (humans). In other words, expert driving out-
performs random roaming for representation learn-
ing. While considerable future research is needed
to improve the raw performance of the methods ex-
plored here, the fact that the required data can be
easily obtained by simply recording the actions of
good drivers, highlights the potential of action-based
methods for learning representations for autonomous
vehicles beyond pure end-to-end autonomous driv-
ing models. The approach overview is shown in Fig.
1. This work has been accepted by Conference on
Robot Learning (CoRL2020).

Currently, we are exploring whether multiple
frames is a key factor for learning good representa-
tion of dynamic objects in driving. Transformer is
a well-known sequence-to-sequence learning models
in the field of NLP. This model based solely on at-
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(a) Self-supervised training stage (end-to-end driving)

(b) Supervised training stage (direct perception)

Figure 1: Approach overview: (a) an encoder is
trained following and end-to-end driving setting (e.g.
using behaviour cloning); (b) this pre-trained en-
coder together with a multi-layer perceptron (MLP)
are used for training a driving model based on direct
perception (e.g. using affordances).

tention mechanisms, which means it looks at an in-
put sequence and decides at each step which other
parts of the sequence are important. This model is
particularly good at translation, where the sequence
of words from one language is transformed into a se-
quence of different words in another language.

Considering that the Transformer model not only
focus on the current input, but at the same time it
holds the important information of the previous input
in memory, we propose to apply this model in vision-
based autonomous driving task. We believe that af-
ter processing multiple sequential driving frames, the
model could capture important dynamic information,
which is then taken as state representation and could
be better applied in driving tasks. Thus, we pro-
pose a transformer-based architecture that deals with
this limitations and being the first non-trick sequence
learned behavior cloning. The propose architecture
is shown in Fig. 2.

As an additional study, we also compare our pro-
posed model with other sequential models, such
as Frame Stacking, Long Short-Term Memory Unit
(LSTM)[5], Gated Recurrent Unit (GRU)[6]. The
preliminary results show that our Transformer-based
model outperform the rest in CARLA NoCrash
benchmark. This project is still ongoing.

2 Future Work and Challenges

There is still plenty of room to play around with the
parameters of the model, such as the number of in-
put frames, the frame interval setting, etc. In the fu-
ture, the model parameters will be better tuned and
trained. Apart from that, a linear probing and some
corner-case scenarios analysis are needed to prove
the advantages of our proposed model.
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2

18



Figure 2: The Transformer End-to-end Driving Architecture
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1 Summary of Previous and Cur-
rent Work

We started focusing on reviewing relevant literature
on generative models, concretely on Generative Ad-
versarial Networks (GANs). It was fundamental to
learn the basics to be used throughout the thesis, as
well as the weaknesses and improvements developed
over time to understand the current global picture.
Both technical presentations and architectural imple-
mentations were produced during the process. Next,
a review on evaluation metrics for GANs was carried
out in order to assess performance of diverse aspects
of the models and comparison among them. This
area is especially problematic since subjective gen-
eration quality evaluation (i.e., for images) is hard to
imprint into a discrete algorithm. A missing piece
was identified on dataset memorization metrics and
further work was carried out to shape a method to
quantify it. However, sudden work was released that
fully covered this opened path.

The following step was to focus on knowledge
transfer for generative models, where limited work
was carried out. Many current efforts originated from
our research group, some of which I was involved
into [1].

2 Future Work and Challenges

Current work is focused on the previously mentioned
knowledge transfer for generative models area. How-
ever, these achieve one-to-one domain knowledge
transfer. We are planning to develop a method to
leverage unconditional GAN knowledge to condi-
tioned, multi-class generation. This possibility can

be accomplished by applying style transfer tech-
niques to modulate the output domain of the gen-
erative process. The approach is compatible with
already-present style control methods, therefore en-
abling separated style and class handling.

Figure 1: Early results on Transfer Learning from
faces generation to different animal classes (below,
column-wise). Results are produced under reason-
able time and data number of samples restrictions.
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1 Summary of Previous and Cur-
rent Work

In Discriminator Synthesis [1], we wish to expose
what the Discriminator of pre-trained GANs have
learned. While the majority of the effort has gone
towards better image synthesis by the Generator, the
Discriminator is usually left forgotten, if not outright
discarded. In this work, we propose to use the Dis-
criminator as the image generating source and give
it a new purpose, as these networks are high in cost,
both monetary and timewise. We base our code on
the widely-available of DeepDream, whilst extract-
ing the layers of StyleGAN2 and StyleGAN3’s pre-
trained Discriminators. We call this method Discrim-
inator Dreaming.

2 Future Work and Challenges

Due to the iterative nature of the algorithm, it is gen-
erally slow to synthesize images with the higher res-
olution models (e.g., 1024×1024), even with a more
modern GPU. As this was used for artistic purposes,
it is. On an ethical point, the trained Discriminators
we use may have learned some key insights from the
data that we most likely do not have the rights to. For
both of these, further studies are warranted.
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Figure 1: Discriminator Dreaming with the
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1 Summary of Previous and Cur-
rent Work

Precise localization, that is estimating the position
and orientation of the agent, has been a central re-
search topic in computer vision as it plays a crucial
role in many tasks mainly autonomous driving and
robotics. With the advent of deep learning into com-
puter vision, recent approaches have leveraged neu-
ral networks for data driven mapping and pose esti-
mation. These approaches are divided into direct and
indirect methods. I proposed two different methods,
direct and indirect, that achieved state of the art in
each division on commonly used datasets.

I came up with a novel keypoints detector and
deployed it in a novel localization framework. The
work is named PixSelect: less but reliable pixels for
accurate and efficient localization and published in
ICRA 2022. The proposed method is an indirect lo-
calization method. Indirect localization methods are
methods that build a pose estimation pipeline to ob-
tain one or more pose hypotheses for further process-
ing. Pixselect learns to select reliable pixels from the
scene that are useful for localization (Fig. 1). Simul-
taneously, it regresses the reliable 3D scene. It avoids
scene regions that are source of outliers and not reli-
able for localization such as the sky, dynamic objects
like cars and pedestrians, tree leaves, and repetitive
non-discriminatory regions. The proposed work is
efficient as low number of correspondences is needed
for pose estimation and it is accurate as the set of cor-
respondences incurs low number of outliers. PixSe-
lect is the first work that learns simultaneously re-
liable 2D keypoints and the 3D scene. It achieves
state-of-the-art results on the commonly used out-

door Cambridge Landmarks.

Figure 1: Heatmap learned by PixSelect [1] telling
about reliable keypoints that are useful for localiza-
tion. Pixels referring to dynamic objects like pedes-
trians and cars as well other non-discriminatory re-
gions like the trees, pavements, and the clouds are
down-weighted by our method. Consequently, Only
keypoints that are reliable are utilized for localiza-
tion.

The other proposed method is a direct method.
Direct methods estimate the camera pose in a deter-
ministic way using fixed pipeline without depending
on external processes like pose refinement. Though
they posses useful characteristics like quick run-time,
the localization accuracy of these methods is lower
than indirect methods. My proposed method GRA-
Pose, avoids pose regression which is deployed in the
other direct methods. Instead, geometric scene infor-
mation are directly utilized for pose estimation in a
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geometric manner using rigid alignment. Compared
to other direct methods, our method improves over
state-of-the-art direct methods translation accuracy
by a large margin, on two popular benchmarks for
visual localization: 50% on Cambridge Landmarks
and 16% on 7Scenes on average. The work is yet to
be submitted.

2 Future Work and Challenges

We aim next to pair PixSelect keypoints detector with
a descriptor and utilize it for image matching, map-
ping, and other localization tasks. Among others, we
may work on tackling the robustness issue of local-
ization methods under weather and seasonal changes.
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1 Summary of Previous and Cur-
rent Work

The realistic animation of 3D garments is a versa-
tile task with many applications ranging from design,
animation and virtual try-ons in the fashion industry
to video games, augmented reality and virtual real-
ity applications in the entertainment field. This is a
complex problem since it presents many challenges
such as varying garment properties, body poses, body
shapes and other dynamic factors. Moreover, addi-
tional complexities are introduced in real time ap-
plications like maintaining temporal and spatial con-
sistency while keeping the computational costs to a
minimum.

I have been working actively in developing such
a garment animation method using the Cloth3D [1]
dataset. Conventionally, this was done with physics-
based simulations, which can have truly realistic re-
sults but at the cost of large computational need
along with time consuming manual parameter tun-
ing. While for offline applications this is a good
solution, it cannot be used for real-time applica-
tions. With the development of deep learning, new
learning-based approaches have emerged to solve
this problem. In my master thesis, I explored the use
of lower dimensional representations which could
be decomposed based on several frequencies. This
helped to create a model that could represent both
coarse and fine details as part of the same model.
While this worked well on a small scale, it had trou-
ble learning on larger datasets as those have greater
variety.

In my current doctoral study, I am trying to solve
this problem with a new approach, by converting the

mesh based representations of the garments to 2D
images. Even though most deep learning methods
can be applied to meshes by treating them as graphs,
image-based approaches are far better researched in
this field. Therefore, I use UV maps to represent
the meshes as 2D images and apply state-of-the-art
approaches based on convolutional neural network
(CNNs) to garment animation.

Convolutional networks are very powerful, but the
large variety in the dataset still present a problem: all
the models converge to a local minima, like the aver-
age garment based on the mean of the dataset. This
is mostly due to the fact that predicting the posed
garment from a given template and pose is a one-to-
many problem. For a given input there can be mul-
tiple valid outputs with small differences based on
factors such as cloth properties, external forces and
previous movements.

To solve this problem, I am using conditional gen-
erative models, that can take the same input as before
as conditions with some latent code, and by varying
this latent code, multiple outputs for the same input
can be generated.

There are two main groups for these kinds of
generative models: Generative Adversarial Networks
(GAN) and Variational Auto-Encoders (VAE). While
GANs are traditionally considered better for high fi-
delity outputs, like StylegGAN [4, 5], they are noto-
riously hard to train and require lot of resources. Re-
cently there have been development for VAEs [2, 3]
that show that they can achieve similar level of real-
ism as GANs while requiring less resources and be-
ing easier to train. Currently I am exploring both of
these methods for garment generation.

2 Future Work and Challenges

Solving the one-to-many aspect of this problem is
just one of the many challenges. In real life appli-
cations I would have a series of frames not just a
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single independent frame, so I would need a model
that considers temporal consistency while requiring
minimal computational power to be able to run on
even embedded systems in real time. For a realistic
looking garment I need a high level of detail as men-
tioned before, but there are other factors as well. For
instance, the garments should not intersect with the
underlying body, which is such a big challenge that
there are works [7] focusing only on this aspect of
the whole problem.

In the future I would like to address the above
mentioned challenges. For temporal data the current
state-of-the-art is to use transformers [6], while for
image generation diffusion models are showing great
results recently. As such, I would like to explore the
use of these architectures for the given problem.

Figure 1: Basic pipeline structure
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1 Summary of Previous and Cur-
rent Work

The Super Resolution has been studied since 1974,
when Gerchberg introduced the notion of Super Res-
olution, since then the idea of super resolution has
been defined as a way for obtaining high resolu-
tion (HR) images from its degraded low resolution
(LR) image with a high visual quality, more realis-
tic textures and enhanced in details of the given low-
resolution input image.

Although super resolution being explored for
decades, single image super resolution is still an ac-
tive yet challenging topic in Computer Vision due to
its complex nature and high practical values in im-
proving image details and textures. The recent suc-
cess of image super resolution has the potential to
significantly improve the quality of media content,
resulting in better user experiences. This core tech-
nology can be applied to a wide range of Computer
Vision tasks, which leads to improvements in vari-
ous Vision tasks, such as object detection, medical
imaging, and many other domains.

Deep learning ConvNet based approaches have
consistently demonstrated significant improvement
to the classical methods over the last decade. Numer-
ous deep convolutional neural networks introduced
as well as many lightweight networks and techniques
to reduce the computational complexity of the net-
works, such as using filter pruning, knowledge distil-
lation, quantization techniques. However, these tech-
niques often leads to poor performance due to several
reasons such as lower network capacity, long infer-
ence time and a large number of operations due to
several iterate through the forward process.

Transformer introduced to tackle the aforemen-
tioned problems of convolution layer, by designing
a self-attention mechanism to capture global inter-
actions between contexts, has shown promising per-
formance in several Vision and NLP tasks. How-
ever, self-attention mechanism computational cost
increases quadratic when dealing with spatial reso-
lution and also ignore the local 2D structure infor-
mation of the image by processing images as a 1D
structure. Furthermore, these methods usually needs
to occupy heavy GPU memory, which greatly lim-
its their flexibility and application scenarios for low-
capacity devices.

During the last year, I have been working in
the field of Single Image Super Resolution. More
precisely we propose a novel lightweight approach
for single image super resolution task, namely SR-
Former by bringing the strengths of both convolu-
tion layer and Transformer layer together to address
the aforementioned problems. By advancing both

HR Bicubic VDSR MemNet

img012 from Urban100 LapSRN CARN SRFBN-S OURS

HR Bicubic VDSR MemNet

img092 from Urban100 LapSRN CARN SRFBN-S OURS

Figure 1: Qualitative results on BI degradation
dataset with scale factor ×4.
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Convolution and Transformer together, SRFormer is
able to capture both local context information and
global interactions between contexts, while computa-
tionally stay efficient. The combination of both CNN
and Transformer together with the precise design of
our SRFormer architecture, allow our model to per-
form exceptionally well on benchmark datasets with
faster training and inference time compare to Trans-
former based network (see Fig. 1 and Fig. 2). This
work has been submitted in PAMI (under review).

2 Future Work and Challenges

My PhD research work is in the multi-spectral frame-
work, where information between spectral bands is
shared looking to improve a final result. Under this
framework, the main focus of my research for next
academic year is to propose a novel deep learning
architecture that exploit and extract the rich informa-
tion from one spectral band to enhance images from
another spectral band. I will try to propose a net-
work, which receive two images as input to exploit
information of high resolution representation from
the visible spectrum to improve low resolution in-
frared images—i.e, one image from HR RGB spec-
tral band and another one from a low resolution in-
frared or a thermal spectral band in order to enhance
the given low resolution image.

There are several challenges that need to be solved
to have a robust network architecture that can share
the necessary information between domains. One of
the challenges that we have to face is to find a way to
share the information between these different spec-
tral bands, i.e., how to exploit information from dif-
ferent spectral band, when images are obtained by
different cameras and the images are not correctly
registered; another challenge that we need to solve
to accomplish this research is how can we exploit the
high resolution representation from the visible spec-
trum to improve low resolution infrared or thermal
images.
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J., ”Frequency-based Enhancement Network
for Efficient Super-Resolution”, IEEE Access
(2022).

I received my B.S. degree in
Computer Engineering from Eastern Mediterranean
University, North Cyprus, in 2014 and received my
M.S. degree in 2017 from same university. Currently,
I am a Ph.D. candidate in Computer Vision Center at
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1 Summary of Previous and Cur-
rent Work

I’ve been working in the field of efficient semantic
segmentation this year. More specifically, we have
proposed a simple but effective slimmable semantic
segmentation method (SlimSeg) that can adjust the
model’s capacity depending on the desired accuracy-
latency tradeoff. The main framework of our method
is shown in Figure 1.

Accurate semantic segmentation models typically
require significant computational resources, which
inhibits the use of such models on practical appli-
cations. Most of the recent works rely on crafting
lightweight models to achieve fast inference. How-
ever, these models cannot flexibly adapt to varying
accuracy and efficiency requirements. In this pa-
per, we propose a simple but effective slimmable se-
mantic segmentation (SlimSeg) method, which can
be executed at different capacities during inference
depending on the desired trade-off between accu-
racy and efficiency. More specifically, we employ
parametrized channel slimming by stepwise down-
ward knowledge distillation during training. Mo-
tivated by the observation that the differences be-
tween segmentation results of each submodel are
mainly near the semantic borders, we introduce an
additional boundary guided semantic segmentation
loss to further improve the performance of the whole
model and knowledge distillation for smaller sub-
models. We show that our proposed SlimSeg with
various mainstream networks can produce flexible
models that provide better performance than inde-
pendent models and dynamic adjustment of com-

putational cost. Extensive experiments on semantic
segmentation benchmarks, Cityscapes and CamVid,
demonstrate the generalization ability of our frame-
work. This work has been accepted by ACM Multi-
media 2022.

2 Future Work and Challenges

Our models only get a near-optimal accuracy latency
tradeoff compared to the SoTA real-time methods. In
this work, different switches are controlled only by
the width of the network, and we use a globally con-
sistent width multiplier for each convolutional layer.
A better tradeoff can be obtained by adjusting other
characteristics of the computational graph, just like
what other papers did by Neural Architecture Search
or other techniques. But width slimming can be
widely adopted in existing DCNN-based segmenta-
tion network structures. For better tradeoffs, we will
study them in our future work. Moreover, this dy-
namic model is more friendly to video-related appli-
cations. For instance, different switches can be used
to predict keyframes and other frames, thereby im-
proving the running speed. So we are also consider-
ing extending this framework to video segmentation
or other dense prediction tasks based on videos. The
variation of the objects’ appearance, scale and shape
in different frames requires extra effort in modeling
inter-frame temporal correlation. How to measure
and conduct efficient alignment of each frame is the
main challenge in efficient video segmentation.
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Figure 1: Overview of our slimmable semantic segmentation framework. (a) The whole network, including
the encoder, PPM, decoder and boundary detection head, is slimmable. The boundary detection head can be
removed during inference. (c) The network use slimmable units with a slimmable convolution layer, indepen-
dent BNs for each width and a ReLu layer to replace the typical unit with convolution, BN and ReLu. (b) The
largest network with width wN is supervised by the ground truth labels, and the smaller models with width wn

are learned from larger models with width wn+1 by stepwise distillation. (d) The predicted boundaries are used
to generate boundary masked probability maps for calculating the boundary guided loss.
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1 Summary of Previous and Cur-
rent Work

In the last decades, different image super-resolution
(SR) techniques have been proposed to generate
a high-resolution (HR) image from low resolution
(LR) image(s). One of the most famous applications
of SR is remote sensing applications, where captur-
ing HR images from satellites is difficult due to prob-
lems such as sensor limitations or exorbitant acqui-
sition expenses. One of the common solutions for
these problems is image super-resolution. Different
types of image super-resolutions are adopted, which
are Single Image Super-Resolution (SISR) and Mul-
tiple Image Super-Resolution (MISR).

In SISR techniques, a single HR image is gener-
ated from a single LR image. Different SISR mod-
els are introduced in the literature. SISR models are
categorized into Interpolation, optimization, learn-
ing based methods and deep learning models. The
common problem in SISR models is the limited in-
formation that is extracted from a single LR image.
Moreover, in the remote sensing field, different at-
mospheric conditions (clouds, rain and snow) or sen-
sor errors and noise could cause loss of information
in the single LR image, causing degradation in the
performance of SISR models.

In MISR techniques, a single HR image is gen-
erated from multiple LR images. Different models
have been proposed in the literature that are based
on the spatial, frequency domain or on deep learning
models. State-of-the-art models (SoTA) have differ-
ent limitations as most of the models focus only on
real-time RGB videos neglecting any other spectral
bands which have different frequencies compared to

RGB images. Furthermore, the models depicted in
remote sensing datasets with different spectral bands
suffer from weakness in exploiting the information
provided by images in terms of correlation relation-
ships between images and the fusion of local and
global image information.

In our work published in [1], we propose a 3D
deep learning model that focuses on the MISR tech-
nique. The model aims to solve some of the problems
introduced by SoTA by using 3D convolution layers
to focus on correlation between multiple LR images
for each scene. Also, the model embeds these 3D
convolutions to dense blocks to stack large amounts
of 3D features to establish maximum information
flow between blocks. Moreover, the model focuses
on the fusion of local and global residual connections
to avoid losing information and avoid any vanishing
gradient problems.

Our model is divided into two main stages which
are prepossessing stage followed by our proposed
3DRRDB CNN. As Fig.1 depicts the four prepos-
sessing phases that Multiple images for each scene
pass through which are Image Registration, T-frame
Selection, Augmentation and Normalization. After
that the image patches passes by eight 3D RDB block
and fused with the input at the end of CNN pipeline
through global average pooling. Each 3D RDB block
consists of Dense block and a local residual network.
Each Dense block consists of five 3D convolution
layers with multiple local residual connection. The
results of our model compared to SoTA are presented
in Fig.2. The complete description of the model and
its results is published in [1].

2 Future Work and Challenges

In future work, our model could be extended to
different applications and domains that need MISR
techniques. Also, it can be extended to different scal-
ing factors to prove its generalization.
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Figure 1: Detailed architecture of the proposed model

Figure 2: Our model vs SoTA models
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1 Summary of Previous and Cur-
rent Work

Image edge detection has attracted great interest from
researchers since it was first proposed. Starting with
traditional methods presented in this field the major-
ity of different methods may be grouped into two
categories; first is gradient based and among these
methods we can mention Sobel, Prewitt, and Robert.
The second is Laplacian based and the operators are
mainly Laplace, LOG and the optimal Canny opera-
tor. After the continuous development of deep learn-
ing, various methods based on CNN to achieve edge
detection have emerged. Some of them are the fol-
lowing: Holistically-nested Edge Detection (HED)
[1], Richer Convolutional Features for Edge Detec-
tion (RCF) [2], BiDirectional Cascade Network for
perceptual edge detection (BDCN) [3], Dense ex-
treme inception Network (DexiNed) [4], just to men-
tion a few. Creating a good deep learning algorithm
comes down to design an efficient architecture, col-
lect a lot of labeled training data and tune correctly
hyper-parameters.

The edge detection accuracy is evaluated using
three standard measures: Optimal Dataset Scale
(ODS), Optimal Image Scale (OIS) and Average Pre-
cision (AP). The F in ODS-F and OIS-F represents
the F value, which is the summed average of the
Precision (P) and Recall (R). Regarding the train-
ing data, generally speaking, the more examples you
provide, the better the learning. Examples should
be as specific as possible. It is therefore essential
to ensure their accuracy. It is also desirable that the
training data be diversified so that the model is more

Figure 1: Illustrations of edge-maps (fifth row) pre-
dicted by DexiNed [4] when trained on synthetic im-
ages (first and second rows) and evaluated on CID
dataset [9] (third and fourth rows).

generic, as well as the validation data, so that the per-
formance metrics obtained are more realistic. The
following is a list of the datasets that have been gen-
erated in the field of edge and boundary detection:
The Berkeley Segmentation Dataset (BSDS500) [5],
New York University Dataset (NYUD) [6], The
PASCAL-Context dataset (PASCAL) [7], The Multi-
Cue dataset (MDBD) [8], Barcelona Images for Per-
ceptual Edge Detection (BIPED) [4].

Having in mind the need of large an accurately an-
nontaetd dataset, during the current academic year I
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have started by generating a data set containing 350
synthetic images. Each image has a size of 7201280
pixels. A random background color is selected per
each image and a set of geometric objects are ran-
domly selected with a random size, color, location
and layer position. Additionally, for each image its
ground truth edge map image is generated, edges are
set where there is a change in intensity of gray level
of each pixel. As an extension of the dataset men-
tioned above, and in order to give more variability to
the scene (just flat color have been used in the pre-
vious dataset), a second dataset has been generated
by adding a variations on the color of each pixel.
The synthetic dataset mentioned above has been used
to train the Dexined architecture [4]. Once trained
the network it has been evaluated using CID dataset
[9]. Figure 1 illustrates the obtained results. The
next stage will be to add texture to each object in
the scene. The goal is to generate synthetic images
where the object should look as real as possible.

2 Future Work and Challenges

After reviewing state-of-the-art approaches and iden-
tifying their advantages and limitations, my research
work during the next academic year will address the
design and develop of new deep learning models to
detect edges in images robust to different conditions.
The goal will be to develop lighter edge detectors
to reduce the complexity while retaining the edge
detection accuracy at the same time. The focus of
next year will be on the development of a generic
approach that could be adapted to different setups.
The design will consider the number of parameters
of the final architecture, a lightweight network will
be the target. In the future, the designed network will
be extended to the boundary and contour detection
problems, which are related to the edge detection; as
a last step an extension of the proposed architectures
to a cross-domain scenarios, for instance visible and
NIR spectral bands, will be considered.
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1 Summary of Previous and Cur-
rent Work

Currently, there is a huge innovation in most seg-
ments of the audiovisual industry (AV) that has pro-
duced changes in the way content is captured, inte-
grated, mixed, encoded and broadcasted. This also
have repercussions in new narrative formulas and
variations in the workflow.

One of the big changes in the work process impact
directly on capture: part of the camera equipment is
currently being replaced by robotic systems provid-
ing more movement versatility and saving production
cost. Nevertheless, these advances have a counter-
part as the absence of human operators could lead to
a loss of additional subjective information that op-
erators could bring to the live director, whether in
terms of alerting about different information that is
not present in the scene or by acting as active and
creative agents contributing with an expert opinion
on which portion of frames or camera movements are
more optimal.

Going towards full broadcast automation, we
could anticipate the requirements since the live di-
rector must be understood as an agent whose intelli-
gence can direct the audience’s attention from very
different criteria and solutions. This kind of audio-
visual production balances between technique and
artistic expressiveness, allowing us to analyze the
role of the filmmaker as an agent endowed with mo-
tivation, creativity, knowledge, curiosity, multimodal
perception, and the ability to improvise.

To cope with this, image analysis is required both
in still frame and motion-flow analysis. We stud-
ied the analysis via spatial temporal textures, and

other classic and more computationally efficient al-
gorithms as SVM for classification but with limited
results. For the motion analysis, we studied the use
of a binary frame-difference as the input of a con-
volutional neural network in order to get a primary
saliency map based on the part of the scene with more
activity, assuming that in a quartet performance the
movement is related to live music production which
will consequently be the most informative part to be
broadcasted.

This system, based on low features analysis via
CNN, was confronted with a ground truth getting
good visual results but achieving modest Recall, Pre-
cision, AUC or F1 scores. To generate the GT we
made a custom app (shown in Figure 1) to register
the relevant areas selected by the expert. We show
in Figure 2 an example of the output provided by our

Figure 1: Graphical example of the application used
to generate the Ground Truth.
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method.
One of the problems that we found was how to fit

the ground truth (that was created freely by experts
with no restriction about shape and size) to the fixed
grid provided by CNN output layers. It’s important
to highlight that one of the main challenges in this
field of automatic edition is to find a metric sensible
to the variability of our ground truth [1].

Figure 2: Example of the output provided by the sys-
tem. Hotter parts of the image correspond to the in-
struments played by the musicians

Another of the aspects that our system needs to
manage is related to scene semantics as it is neces-
sary to know where and what kind of object is on the
screen: at this point we should investigate semantic
segmentation to analyze potential occlusions within
the shot that shouldn’t be part of the selected region.
To cope with this we’ve implemented a UNET like
neural network for binary classification trained with
1200 samples and with data augmentation (illumina-
tion variations included), achieving good results with
a MIoU over 0.90 on the testing data.

This shot segmentation allows us to determine
to measure the presence of the instrument and the
amount of air in a box extracted from a given frame,
wich a critical measure to compose the shot as it is
crucial to respect the safe margins around the main
objects of the scene. In Figure 3 we can appreciate
that the model is able to predict areas not labeled in
ground truth.

2 Future Work and Challenges

The plan for this final year of the PhD Thesis is to
keep working in the integration of still frame anal-

Figure 3: Example of how our method is able to com-
plete objets not fully present in the ground truth.

ysis and decision dynamics in the final prototype as
well as studying the potential integration with mu-
sic features. Moreover, we also plan to continue the
work on those technical requirements that need to be
met towards full broadcast automation.
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1 Summary of Previous and Cur-
rent Work

Continuing from the previous year, my work of this
year can be divided into two sub-topics. In the first
sub-topic, I worked on the image editing and propose
a baseline network that can edit the light condition
and color from a single image. The second sub-topic
further focuses on the single image scene relighting.

For the first sub-topic, smart image editing is be-
ing a focus of interest and a wide range of edit oper-
ations are being researched. Deep architectures pro-
vide us with a versatile tool for: (a) estimating intrin-
sic scene properties from a single image; and (b) gen-
erating new versions of an input image to a given tar-
get. However, the generation of realistic image ver-
sions under new light conditions or with new object
colors has not been fully explored. My work aims
to create a baseline framework for evaluating these
type of edit operations from a single image, which is
based on the intrinsic estimation of reflectance, shad-
ing and input light. The Fig. 1 illustrates our scheme
for light and color editions based on the intrinsic es-
timation of reflectance, shading and input light.

To address the problem of image editing, our work
firstly proposes a new dataset of synthetic images
with a large variety of light conditions to train dif-
ferent deep models. The dataset is surreal since the
aim is to learn the light reflection properties, no mat-
ter which is the scene semantic content, we introduce
a high degree of texture variability and a single light
condition to ensure strong cast shadows. Secondly,
this work proposes three basic architectures, from
a single encoder-decoder that directly generates the
target version and two additional models that esti-
mate the intrinsic light components that will provide

the scheme with robust editing abilities.

Figure 1: Image editing and relighting pipeline based
on intrinsic decomposition. Except for the input im-
age, the other images are all our predictions.

The second sub-topic is relighting, which is one
of the image editing operations that involves chang-
ing the light condition of images. Relighting is a
highly complex task and lacks of suitable datasets.
We start by generating a large scale synthetic dataset
(ISR) and a smaller one of real images (RSR). To
focus on single images, we propose a two-stage net-
work to tackle the relighting problem using intrin-
sic constraints. The first stage estimates the intrinsic
reflectance shading of the input image, and the sec-
ond stage predicts the target shading with the target
light condition, which can be seen in Fig. 2. We
demonstrate our method trained on a large scale syn-
thetic dataset with strong cast shadows outperform
other networks and is able to generalize when trans-
ferred to other datasets, either synthetic with more
complex scenes or similar complexity but realistic.
Since our proposal is flexible to any lighting condi-
tions, we can also generate animated results for better
visualization.
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Figure 2: Network architecture.

2 Future Work and Challenges

In the future work, I plan to apply the relighting
on more occasions, such as portraits. One of the
challenges is still about the dataset. We can re-
quest datasets from other researchers or use synthetic
datasets.

And one problem that we met is that we cannot
obtain satisfied results on real scenes if we trained
on the synthetic dataset. We may need to explore
some techniques of transfer learning including do-
main adaptation.

My work now primarily focuses on scenes with a
single dominant light. The conditions with multiple
lights may be considered in the future.
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1 Summary of Previous and Cur-
rent Work

Automatic food recognition is a challenging com-
puter vision and machine learning task that has its
usage in several health critical applications. The
complexity of the problem can be attributed to (1)
the complex nature of food images, (2) high inter-
class similarity and intra-class variability, and (3)
fine-grained nature of food classes (Fig. 1 highlights
shows each complexity). As with any deep learning
problem, food recognition also revolves around the
training data. Well-trained deep networks depend on
large volumes of training data with high variability.
Large domain-specific datasets are very few and are
often web-scrapped and annotated through crowd-
sourcing platforms. This results in samples that are
highly different from each other. This gives rise to an
interesting question - should we rely on sample-level
learning schemes rather than one scheme for the en-
tire dataset? With sample-selection as the main fo-
cus, different strategies are employeed on different
parts of the dataset in order to make the models bet-
ter learn all the samples.

1.1 Exploring Sample Behaviour

When training deep networks, not all samples show
the same behaviour. It is well established in several
studies that easy samples are learned faster compared
to the hard samples. By identifying the samples that
are hard to learn, or not learned in normal training,
it is possible to emphasize these samples better. This
hypothesis is explored in [1]. In this work, a deep
ensemble is used to compute a relationship between
models called the correlation score. This score is

Figure 1: On left, Mashed Potato images showing
the complexity of food images. On right top, high
intra-class variance of Babi Guling. On right bottom,
high inter-class variance between Steamed egg cus-
tard, Steamed twisted roll, and Sumai.

based on the prediction of each model and is used
to define the learnability of that particular sample.
The samples that are hard to learn or those that are
never learned have a low correlation score, whereas
the easy samples have a high correlation score. Using
controlled data augmentation on samples with low
correlation score, the models are able to better learn
these samples.

1.2 Self-supervised Learning and Beyond

Food images are very diverse in their visual appear-
ances and the complexity of background scenes add
additional constraints to train food recognition mod-
els. The models thus are required to learn the un-
derlying representations rather than fitting on the la-
bels. Self-supervised learning (SSL) algorithms have
allowed training of models without labels thereby
ensuring better learnability of the image representa-
tions. Contrastive SSL algorithms use pretext tasks
to compare the similarity of different input represen-
tations. These algorithms focus on getting similar
latent representations for similar inputs and dissim-
ilar latent representations for different inputs. Bet-
ter SSL algorithms depend on better inputs and also
on learning functions. In [3], a new SSL loss func-
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tion was proposed that uses cross-correlation matri-
ces that uses both the feature dimensions (as in Bar-
low Twins) and the image dimensions (as in Sim-
Siam) in order to improve the SSL learning process.

1.3 Handing Noisy Data

One of the major challenges in creating large datasets
is creating proper annotations. It is hard to have an-
notators with domain expertise and thus often results
in wrongly labelled samples. This is very preva-
lent in a domain such as food recognition where the
food images are often very confusing even for ex-
perts. Making algorithms understand the underlying
noise in training data is important in order to cre-
ate robust models. This is the primary objective of
[2]. Co-training is a popular scheme in learning with
noisy labels and algorithms such as DivideMix and
Contrast to Divide have achieved state of the art per-
formances. In [2], a loss correction method using
dynamic weights was coupled with these algorithms
in order to improve their performances further. This
is based on the observation that learning is unbal-
anced across classes and therefore the final perfor-
mance varies over different classes. By focusing on
classes that are less efficient, the overall accuracy of
the model was boosted.

2 Future Work and Challenges

Ensemble-based sample learning showed different
sample behavior. The samples could be classified
into (1) samples that are learned by all the models,
(2) samples that are learned by some models, and (3)
models that are not learned. Cases (2) and (3) are
studied in [1]. Samples that are not learned can be
due to hard nature of the samples and also due to
wrong labels. In real-world settings, it is quite pos-
sible to have data that are both noisy and hard. One
of the main task in this line of work is to differentiate
the noisy labels from the hard samples. Several liter-
ature relies on training losses to identify samples as
noisy, however, hard samples are often also high loss
samples. Therefore an efficient method to differenti-
ate the hard samples from the noisy samples in order
to better treat those samples is identified as a crucial
line of work.

Controlled data augmentation on hard samples en-
abled the algorithms to learn better those samples.

Another strategy that can help in learning these sam-
ples is through continual learning. By learning the
samples based on their difficulty, the models would
be able to build on their latent representations better.

In application areas such as food recognition, it is
important for the models to not only have high accu-
racy, but also to be certain about those decisions. Un-
certainty quantification is used to better understand
the model behaviours. In [1], uncertainty measures
was also used to compare the performances of the
models. However, uncertainty can also be used to
make decisions on which samples can behave differ-
ently. This is another important direction of work.
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1 Summary of Previous and Cur-
rent Work

Human Daily activity recognition (HAR) based on
invasive and non invasive sensors is still a complex
problem. During the last fourteen years, the activity
recognition based on non invasive sensors, is still en-
able to detect a wide range of activities. Moreover,
most of the works in this field, are performed within
a constraint and controlled experimentation scenario.

Previously, the dataset containing movements of
healthy and patient individuals in a constraint and
non-constraint scenarios was created. This dataset
along with a baseline classification method via
SVMs and a deep learning model was published, in
the International Workshop on Artificial Intelligence
for Healthcare Applications (AIHA 2020 - ICPR).

Furthermore, we explored contrastive learning
scenarios for biosignals. Additionally, in attempt
to reduce the time and memory space and compu-
tational resources due to the number of kinematic
parameters, we used the jerk measure to ascertain
the contrast between patients and healthy individu-
als’ signals (see Fig.1). As well as estimating the
patients’ evolution along the different sessions (see
Fig.2)( the 20th Conference of International Grapho-
nomics Society - IGS 2021 proceedings).

2 Future Work and Challenges

In the coming months, I’ll work on realistic data aug-
mentation for signals to face the data scarcity chal-
lenge and finalize the work about constrastive learn-

ing.

Figure 1: Healthy vs patient signal.

Figure 2: Squared jerk values for movement M1 in
session 1 and 3- Patient 100.
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1 Summary of Previous and Cur-
rent Work

The goal of this thesis is to create a set of tools to
visualize and dissect networks, in order to better un-
derstand and improve them. In order to do so, we
will be working with the Neuron Feature, a visual-
ization technique based on the weighted average of
the images that maximally activate a neuron.

During this thesis,we have done an extensive re-
view of all the state of the art techniques to visualize
and understand Neural Networks, and we provided
a taxonomy of methods according to their proper-
ties. This review was published in ”Understanding
trained CNNs by indexing neuron selectivity” in Pat-
tern Recognition Letters.[1].

During the past years we worked on individual
Neurons: Selectivity Indexes, a measure to quantify
the selectivity of neurons in a neural network to a
certain stimulus or to their attributes (color, class,...)
based on the top-scoring images of a single unit. The
original Selectivity Index could detect the neuron se-
lectivity to color and class. We extended the range
of concepts that it could measure. Using pixel-level
annotations of the image we have been able to clas-
sify neurons that are triggered by more general ob-
jects (dogs, vehicle, humans,...) and even for parts
of those objects (eyes, nose, wheels,...). We used the
pixel-level annotations based on objects and parts of
objects.

We also worked on the Relevance index, which
measures the inter-layer strength of connections be-
tween specific neurons. High index values between
two units mean that the activation of the deeper unit
has a strong dependence on the activation of the shal-

lower unit. This measure can be useful to understand
how complex properties emerge from combinations
of more basic attributes in shallower layers of a CNN.
Also we made our framework compatible with more

Figure 1: Example of Neuron Features of a decoder,
grouped by similarity Index, a lot of redundancy can
be seen since many neurons are triggered by similar
stimulus.

models. First we added compatibility with Pytorch
models (previously only Keras models could be ana-
lyzed). Secondly we implemented a set of techniques
to understand and visualize more complex architec-
tures, such as encoder-decoder networks. With the
knowledge we can obtain, we are able to visualize
what the neural network is learning from the dataset,
as well as which is the contribution of neurons in a
decoder neural network, which could help to under-
stand and correct generative models.

This year we used the previous tools to analyze
state of the art encoder-decoder networks for im-
age enhancement in a research stay in Huawei Nice,
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where using the tools to better understand neural net-
works we could find a lot of redundancies in the net-
work, as well as crucial neurons which highly af-
fected the output of the Neural Network. We also
studied how a bias in color in the dataset could be
present in the Neural Network.

Figure 2: Neuron features of a decoder layer trained
by the same network using different data-sets. In fig-
ure 2.A a high bias towards pinkish colors can be
observed since the training dataset contained a high
amount of skin images, while figure 2.B contained
more variety of scenarios therefor it is not that bi-
ased.

2 Future Work and Challenges

Currently, we are continuing the experiments started
during my internship, analyzing different architec-
tures trained with various data-sets and different loss
functions to understand and visualize how it can
change internal representations of neurons.

We are also using the information extracted with
those analysis to localize redundancies inside Neu-
ral Networks (neurons triggered by the same stimu-
lus) and use that information to drastically reduce the
number o parameters of CNNs.

In a future line of research we would also explore
the possibility of forcing neurons to be selective to
specific stimulus (colors, textures, objects,...) to have
easier to understand CNNs which might be easier to
understand why they took certain decisions and why
they fail in some of them compared to shallow tradi-
tional Neural Networks.

Ideally, we aim to achieve a framework that is
universal (can be used in any type o neural net-
work and dataset) which provides an insight of what
the neural network has learned. This knowledge in
the form of Neuron Feature (visualization), Selectiv-
ity Index (quantification) and Relevance Index (rela-
tions), could then be used to correct training prob-
lems such as bias, under represented classes or poor
generalization.

Publications

[1] Ivet Rafegas and Maria Vanrell and Luis A.
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arXiv, eprint: 1702.00382, 2019

Guillem Arias received his B.S. degree in Biomed-
ical Engineering from Universitat Pompeu Fabra,
Barcelona, in 2015. He received his M.S. degree
in Brain and Cognition in 2016 and his M.S. degree
in Biomedical Engineering in 2018 and is currently
a Ph.D. Candidate in the Computer Science Depart-
ment at the Universitat Autonoma de Barcelona. His
research interests are in the areas of machine learning
and human cognition and the combination between
them.

2

45



 

Author Index 
 

 

 

 

M. Altillawi…………………………23 

G. Arias …………………………… 44 

A. Bensalah…………………………42 

S. Biswas …………………………… 1 

A. Fuentes ………………………… 36 

S. Garcia Bordils …………………… 3 

A. Gomez-Villa …………………… 11 

J. L. Gomez Zurita …………………15 

Z. Hemam ………………………… 33 

H. Laczkó ………………………… 25 

H. Laria Mantecón …………………20 

A. Mehri ……………………………27 

B. Nagarajan ……………………… 40 

R. Pérez Tito…………………………6 

D. Porres…………………………… 22 

A. Soutif ……………………………10 

Y. Xiao………………………………17 

D. Xue……………………………… 29 

R. I. Mohamed………………………31 

S. Yang………………………………13 

Y. Yang………………………………38 

S. Yao…………………………………… 8 
 

46



 PROGRAM (Tentative)  
Computer Vision Center, 22nd July 2022 

 

 

10:00 | WELCOME – Fei Yang & Kai Wang  

10:10 | SESSION 1: Document and Image Understanding  

Presentations (5 minutes each)  
• Sanket Biswas - Structural Analysis and Representation Learning for Document Understanding   

• Sergi Garcia Bordils - Scene-text Detection and Recognition   

• Yixiong Yang - Image Editing and Relighting from a Single Image  

• Bhalaji Nagarajan - Exploring Data Behaviour in Food Recognition  

 
Panel (15 minutes)  
Mentors: Javier Vázquez, Ernest Valveny, Bogdan Raducanu, Luis Herranz, Ramon Baldrich, Dimosthenis Karatzas, Robert 
Benavente, Petia Radeva, Xavier Roca, Maria Vanrell, Alicia Fornés  

  
10:45 | SESSION 2: Continual Learning, Transfer Learning and Generative Model  

Presentations (5 minutes each)  
• Albin Soutif - Continual Learning of Neural Networks  

• Jose Luis Gomez Zurita - Co-Training for Unsupervised Domain Adaptation of Semantic Segmentation Models  

• Héctor Laria Mantecón - Transferring Generative Models  

• Diego Porres - Discriminator Synthesis: On reusing the other half of Generative Adversarial Networks  

• Shun Yao – Learning Continuous Representation of Digital Elevation Maps with Neural Implicit Model  

 
Panel (15 minutes)  
Mentors: Fernando Vilariño, Gabriel Villalonga, Aura Hernández, Carles Sánchez, Felipe Lumbreras, Daniel Ponsa, Antonio M. 
Lopéz, Julio Jaques, Joost Van de Weijer, Alejandro C. Párraga, Jorge Bernal, Jordi Gonzalez, Debora Gil 
  

[COFFEE BREAK & POSTER SESSION - 35 minutes] 
  
12:00 | SESSION 3: Scene understanding, Super-resolution and explainable network  

Presentations (5 minutes each)  
• Yi Xiao - Sequential Attention Learning in End-to-end Autonomous Driving  

• Mohammad Altillawi - PixSelect: Less but reliable Pixels for Accurate and Efficient Localization  

• Danna Xue - SlimSeg: Slimmable Semantic Segmentation with Boundary Supervision   

• Mohamed Ramzy Ibrahim - Super-Resolution of Multiple Remote Sensing Images   

• Guillem Arias - Understanding Trained CNNs by Indexing Neuron Selectivity and Network Connectivity  

Panel (15 minutes)  
Mentors: Joan Serrat, Gemma Sanchez, Angel Sappa, Mikhail Mozerov, Albert Clapés, Xavier Otazu, Maciej Wielgosz, Oriol 

Ramos, Lluis Gomez, Xavier Sanchez, Bartlomiej Twardowski, Meysam Madadi, Josep Lladós, Sergio Escalera 

  
12:40 | SESSION 4: CVC Projects, Internships & Visitors  

• Ruben Abad – The TDA Project 

• Introduction of CVC internships & visitors 

 
13:00 | CLOSING & AWARDS  
 

[POSTER SESSION 2] 
 
14:00 | CVC Summer Party  

47


	Text Detection and Recognition in Images and Videos
	One-Stage Text Detection and Recognition
	Out of Vocabulary Challenge

	Future Work and Challenges
	Summary of Previous and Current Work
	Future Work and Challenges

